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Abstract
Short-form video platforms like TikTok play a central role in adoles-
cents’ lives, yet little is known about the actual content they engage
with. This study presents a large-scale, computational approach to
analyzing adolescents’ TikTok feeds using hashtag-based topic mod-
eling applied to user-donated archives from 102 Dutch adolescents
(ages 15–19). Using BERTopic, we identify 304 coherent topics, orga-
nize them into 32 higher-order content categories, and validate both
through a structured human validation study. Analyses reveal that ado-
lescents’ feeds are dominated by entertainment and leisure content,
with ‘Media productions,’ ‘Sports,’ ‘Style and appearance,’ ‘Hobbies,’
and ‘Gaming’ as the most prevalent categories. At the same time, there
is marked individual variation: niche areas such as K-pop, anime, and
specific fandoms are central to some users’ feeds. Latent profile anal-
ysis identifies six distinct, gendered content-consumption profiles.
Together, the findings shed light on adolescents’ TikTok exposure, re-
vealing predominantly benign but highly personalized media diets
in which appearance-focused content stands out as a potential risk
domain. In all, our approach offers a scalable, efficient way to map
short-form video content. Linking these maps to individual users’ me-
dia diets opens new possibilities for examining how different content
patterns relate to user experiences and outcomes.
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Introduction

Short-form video platforms have become central to the everyday media
lives of young people. Among these, TikTok stands out as the most widely
used, with over two billion users worldwide, more than 60% of whom are
between 16 and 29 years old (Galanis et al., 2025). On average, users spend
over 90 minutes per day on the platform—more than on any other social
media platform (Backlinko Team, 2026; van der Wal et al., 2026). TikTok’s
defining feature, the highly immersive For You Page, delivers a continuous
stream of algorithmically curated videos tailored to individual interests and
engagement patterns (Bhandari & Bimo, 2022; Jain et al., 2025). While origi-
nally known for its dance and music videos, TikTok has since evolved into a
vast and rapidly diversifying ecosystem of short-form content (Bhandari &
Bimo, 2022).

Over the past few years, an interdisciplinary body of research has docu-
mented TikTok’s expanding role in shaping youth culture. The platform has
emerged as a key space for self-expression and identity formation (Stahl &
Literat, 2023), social connection and peer interaction (Schellewald, 2024),
and political participation (Medina Serrano et al., 2020). It also serves as a
source of information andmeaning-making in young people’s everyday lives
(van der Wal et al., 2024). At the same time, research has highlighted more
problematic dimensions, including the spread of mis- and disinformation
(Basch et al., 2021; Bösch & Divon, 2024) and the prevalence of health-risk
content such as positive portrayals of alcohol use, smoking, and disordered
eating (Clement et al., 2025; Griffiths et al., 2024; Lee et al., 2025).

Recent reviews have further raised concerns about the platform’s poten-
tial negative effects on young people’s mental health, pointing to associa-
tions between TikTok use and lower life satisfaction, increased body image
concerns, and symptoms of problematic use (Conte et al., 2025; Galanis
et al., 2025; Jain et al., 2025). Yet, as these reviews emphasize, existing evi-
dence is largely correlational and cross-sectional, making it difficult to draw
causal conclusions (Conte et al., 2025; Galanis et al., 2025). Moreover, TikTok
constitutes a high-choice, algorithmically curated environment character-
ized by personalized content flows (Zhao & Wong, 2025), suggesting that
what matters most iswhat users are exposed to on the platform (Cork et al.,
2024; Wu et al., 2021). However, the specific content and exposure pathways
through which TikTokmay shape young people’s experiences remain poorly
understood, prompting calls for more in-depth approaches that focus on
content itself (Cork et al., 2024; Wu et al., 2021).

The small number of studies that have analyzed TikTok content itself
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have largely focused on specific topics, such as portrayals of body ideals
(Minadeo & Pope, 2022), neurodivergence (Alvares et al., 2025), or health-
risk behaviors (Clement et al., 2025; Lee et al., 2025; Zhao & Wong, 2025).
A few studies have taken broader approaches. Cork et al. (2024) used data
donations to obtain participants’ TikTok archives and coded these for a
diverse set of content types. Yet, their analysis remained limited in scale:
Only a small subset of videos (5%) was coded—manually—and the use of
predetermined categories constrained the extent to which the full breadth
of TikTok’s content could be captured. Moreover, the study covered only
two weeks of participants’ TikTok activity. Steel et al. (2026) introduced a
large-scale computational approach that systematically samples videos up-
loaded within a given time window (e.g., one hour). This approach provides
valuable insight into the overall distribution and characteristics of content
circulating on TikTok at a given point in time, but does not provide insight
into individual usage or longitudinal patterns. As such, there is an urgent
need for data-driven computational approaches capable of capturing the
wide diversity of TikTok content across users and time.

To address this need, the present study introduces a computational
pipeline for analyzing TikTok content through video metadata—specifically,
by using hashtags as proxies for content categories. Hashtags provide a
platform-native, user-generated layer of topical annotation that creators
use to signal relevance, visibility, and intended audiences (Pilipets, 2023).
Leveraging this layer allows researchers to examine the content circulating
on TikTok in a systematic and ecologically grounded manner, mapping the
platform’s content landscape in a way that reflects its native dynamics and
approximates how young people encounter content within the platform. In
addition, analyzing hashtags comes with important advantages, as it avoids
the substantial storage, privacy, and computational burdens associated with
processing full video files (Golann et al., 2026; Schwemmer et al., 2023). Thus,
hashtag-based topic modeling can serve as a highly efficient solution for
researchers seeking to classify short-video content with limited computa-
tional resources. As such, we aim to present an “entry-point” method that is
maximally efficient and affordable in terms of resources and time so that
it can be adapted and built on to suit individual researchers’ needs and
resources.

Wecarry-out thehashtag-basedanalysis byusingBERTopic, a transformer-
based model that identifies semantically coherent topics by leveraging con-
textual embeddings (Grootendorst, 2022). This makes it especially well-
suited for short-form text such as hashtags (Asyaky &Mandala, 2021) and
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for the informal, linguistically diverse expressions typical of social media
such as TikTok (e.g., slang, abbreviations, nonstandard vocabulary). Using
TikTok archives donated by 102 adolescent users—most spanning multiple
years of viewing history—we apply this pipeline to derive a data-driven
set of topics and, subsequently, organize these topics into broader content
categories. In doing so, we aim to provide the first large-scale characteriza-
tion of the breadth, diversity, and temporal dynamics of the content that
adolescents encounter on TikTok, as well as the individual-level variation in
these exposure patterns.

Method

Data Collection

The data for this study were obtained through a large-scale data donation
project conducted in the Netherlands, in which adolescents shared their
personal TikTok data archives. The archives were collected betweenMay 14
and November 14, 2024, as part of a broader research project on youth and
social media use. All procedures complied with the General Data Protection
Regulation (GDPR), and the study protocol was approved by the Ethical
Review Board of the authors’ university (FMG-7884). In total, 102 Dutch
adolescents (Mage = 17.48 as of May 2024, SD = 1.09) consented to donate their
TikTok data. Most identified as girls (67.6%), followed by boys (29.4%); three
participants (2.9%) identified as non-binary.

Participants requested and downloaded their data archive from TikTok.
Next, they transferred their data archives to the research team through Port,
a secure software tool for digital data donation (Boeschoten et al., 2023).
Participants’ archives varied widely in length—with most covering roughly
December 2021 to October 2024, but a small number extendingmuch further
back (in some cases to 2015, likely due to imported usage histories from
TikTok’s predecessor Musical.ly). The donated archives contained detailed
logs of participants’ viewing histories, which can be interpreted as proxies
of encountered content on the platform.

Using the logs, we first extracted all unique video identifiers and then
retrieved video-level metadata (hashtags, captions, creator identifiers, time-
stamps) using Pyktok (Freelon, 2022). Metadata retrieval was orchestrated
through 4CAT (Peeters & Hagen, 2022), a modular capture and analysis
toolkit for social media data, which manages batching, rate limiting, and
error logging. This setup allowed us to collect metadata for 7,054,736 videos.
Logged videos that had been deleted by users, made private, or removed
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by TikTok, remained listed in the watch history but no longer contained
retrievable metadata (n = 2,862,671). Older videos were substantially more
likely to be inaccessible (see Appendix A), highlighting the importance of
retrieving metadata as quickly as possible.

Next, using the metadata, we implemented a four-stage computational
pipeline to identify and interpret the content present in participants’ TikTok
feeds (see our GitHub for scripts). This pipeline consisted of four steps:
(1) data preprocessing, (2) topic identification using BERTopic modeling,
(3) manual topic labeling and categorization, and (4) topic and category
validation.

Data Preprocessing

Before identifying topics, the data was preprocessed. This involved four
steps: extracting all hashtags, reformatting irregular hashtag constructions,
matching similar hashtags, and removing algorithmic meta-referencing
hashtags.

Step 1: Extracting Hashtags

The first preprocessing step involved extracting the hashtags that were
posted with the videos. We first identified video descriptions that con-
tained the hash symbol and then extracted individual hashtags (i.e., words
or phrases preceded by a hash symbol) from these descriptions using a
regular expression pattern (’#\S+’). Out of the 7,054,736 videos containing
metadata, 5,561,559 (78.8%) contained at least one valid hashtag.

Step 2: Reformatting Irregular Hashtag Constructions

After extracting the hashtags, we reformatted irregular hashtag construc-
tions. Specifically, we corrected split hashtags in 3,023 videos by removing
unnecessary interspacing (e.g., converting ‘# cat ’ to #cat) and separated
jammed hashtags in 191,114 videos (e.g., converting ‘#tiktok#foryou#viral’ to
three individual hashtags #tiktok, #foryou, and #viral). After this reformat-
ting, a total of 38,044,149 hashtags (M = 6.84 hashtags per video, SD = 6.23)
were retained, consisting of 2,561,760 unique hashtags.

Step 3: Matching Similar Hashtags

Following the extraction and reformatting of the hashtags, we applied a
multi-step fuzzy matching procedure (Chaudhuri et al., 2003) to identify
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and merge hashtags that referred to the same concept but appeared in
slightly different forms (e.g., #fanart, #fansart, #fanatr). These variations
(i.e., misspellings, alternative spellings, creative modifications) constituted
a substantial part of the variance in our dataset and represented lexical
noise rather than semantically relevant signal for topic identification. Thus,
we explicitly minimized this misspelling-related variance through fuzzy
matching to aid BERTopic in the later topic identification task.

First, we sorted the unique hashtags by frequency. Beginning with the
most frequently occurring hashtag, we compared each unmatched hash-
tag (the primary hashtag) to the remainder of the list using the Jaro string
similarity metric (Jaro, 1989), which is well-suited for datasets containing
short strings (Elmagarmid et al., 2007) and outperforms other metrics (e.g.,
Levenshtein distance) in datasets with high error rates (Cohen et al., 2003).
We assigned hashtags with Jaro similarities of 0.9 or higher (cf. Peng et al.,
2014) to their corresponding primary hashtags as variant forms.

Because string similarity alone can produce false positives (e.g., con-
flating #fursuit and #pursuit), we also assessed semantic similarity before
final assignment. When both hashtags in a candidate pair were valid English
words (as determined using the Natural Language Toolkit WordNet corpus
reader; Bird, 2006), we embedded the hashtags using a Qwen3-Embedding-
0.6Bmodel. Pairs with a high degree of semantic similarity (cosine similarity
≥ 0.85) were merged. Pairs in a mid-range similarity band (0.70–0.85) were
merged only if they also shared the same lemmatized form (e.g., nominal-
izations, adjectivizations). This final safeguard ensured that semantically
related hashtags that were distinct words (e.g., #japanese and #javanese)
were not mistakenly combined. Once the matching process was complete,
we replaced each variant hashtag in the dataset with its primary form. This
resulted in 1,635,782 unique hashtags (M = 1.55 variants per primary hash-
tag), whichmeant a 36.2% reduction in unique hashtags. Of these processed
hashtags, 55.1% appeared only once in the entire dataset.

Step 4: Removing Meta-Referencing Hashtags

Following the matching of similar hashtags, we identified common non-
thematic or platform-referential hashtags (e.g., #foryou, #fyp, #viral). Prior
research indicates that these meta-referencing hashtags are not reliable
reflections of video content but instead represent “algorithmic prayers” in-
tended to increase virality (Klug et al., 2021). Hence, we excluded these hash-
tags from the sample. We identified the most prevalent meta-referencing
hashtags (e.g., #foryoupageviral, #voorjoupagina) via a top-N frequency ap-
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proach, by inspecting all primary hashtags that occurred more than twenty
times. In addition, an initial test run with BERTopic modeling identified
another set of meta-referencing hashtags that were not detected through
the top-N method. All identified meta-referencing hashtags were added
to the exclusion list (Appendix B). After this step, a total of 228,855 videos
had all their hashtags removed and were thus excluded from the analyses.
Altogether, the preprocessing pipeline resulted in a total of 5,332,704 videos
that contained thematically meaningful hashtags.

Topic Identification Using BERTopic Modeling

After preprocessing the data, we used BERTopic modeling to identify top-
ics by clustering semantically related hashtags into coherent themes. To
maximize topical stability and capture the full breadth of content variation,
we applied BERTopic to the entire set of 5,332,704 preprocessed videos, re-
gardless of differences in archive length across participants. Each video was
represented as a document composed of its (preprocessed) hashtags (e.g.,
‘#haircolorathome, #howtocolorhair, #chocolatebrownies’). The topic identi-
fication involved three steps: Creating document embeddings, optimizing
document embeddings, and topic modeling.

Step 1: Creating Document Embeddings

Given the scale of the dataset, we followed recommended practice (Grooten-
dorst, 2022) by using precomputed embeddings, rather than recalculating
them during each iteration of the modeling process. Accordingly, the first
step of the pipeline involved generating document embeddings (i.e., vector
representations of each document) using pre-trained sentence transformer
models. These embeddings enable BERTopic to cluster semantically sim-
ilar documents not only based on direct co-occurrence of hashtags, but
also on broader conceptual similarity captured in the embedding space
(Mersha et al., 2024). This is particularly important for large-scale hash-
tag data, where direct co-occurrence is often sparse and inconsistent. As
a result, semantically related hashtags may not appear in the same videos
and would not be grouped together by a purely co-occurrence-based ap-
proach. Embedding-basedmodels address this by capturing latent semantic
relationships beyond direct co-occurrence. For example, hashtags such as
#hond (Dutch for dog) and #dogsoftiktok can be grouped together even if
they do not co-occur.

VAN DER WAL ET AL. 7



ANALYZING ADOLESCENTS’ TIKTOK ARCHIVES

Before computing sentence embeddings for the full dataset, we evalu-
ated ten pre-trained sentence transformer models (see Appendix C). To do
so, we applied BERTopic to a random sample of 50,000 documents (0.9%
of the corpus) using each model to assess how well it captured semantic
relationships among the hashtags. We compared models on processing
time, number of generated topics, and cluster quality (i.e., ability to produce
meaningful clusters). To quantify cluster quality, we computed silhouette
scores for each model’s document embeddings after dimensionality reduc-
tion, which measure the clarity and separation of clusters in the embedding
space (Yan & Zhang, 2023). In addition to these quantitative metrics, we
qualitatively inspected sample topics and representative documents for
each model to assess semantic coherence and interpretability, and used
these assessments to informmodel selection. Based on the quantitative and
qualitative evaluation, we selected the best-performing model (all-MiniLM-
L12-v2) and used it to compute embeddings for all 5,332,704 documents.

Step 2: Optimizing Document Embeddings

After creating the document embeddings, we further reduced the dimen-
sionality of the resulting embeddings via UniformManifold Approximation
and Projection (UMAP; McInnes et al., 2018). UMAP improves clustering
efficiency by projecting high-dimensional embeddings in lower projected
dimensions while preserving key structural relationships (McInnes et al.,
2018). Next, we clustered the embeddings togetherwithHierarchicalDensity-
Based Spatial Clustering of Applications with Noise (HDBSCAN; Campello
et al., 2013), which allows noise to be clustered as outliers and improve
topic representations (Grootendorst, 2022). To optimize these steps, we
conducted a grid search optimization over 324 combinations of UMAP and
HDBSCAN parameters. We determined the optimal configuration by com-
bining quantitative metrics (silhouette scores and number of discovered
topics) with qualitative inspection of sample topics to assess semantic co-
herence and interpretability. The resulting configuration was then used on
the full dataset.

Step 3: Two-Stage Topic Modeling

Based on the topic embeddings, we used topic modeling to identify topics.
We used an incremental two-stage method, consisting of a training stage
and a topic assignment stage. For the training stage, we used a random
sample of 50,000 documents (0.9% of the corpus) to estimate the underlying
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topic structure. This sample size reflects a deliberate trade-off between
capturing the dominant topic structure, maintaining interpretable and non-
fragmented topics, and ensuring computational feasibility. First, a random
sample is appropriate given that hashtag usage follows a Zipfian distribu-
tion, in which a small number of highly frequent terms dominate the corpus
(Cunha et al., 2011). Second, applying BERTopic to larger samples of short,
noisy social media texts can lead to an excessive number of semantically
overlapping topics (Janssens et al., 2025), thereby reducing interpretability.
Third, using a subset avoids the substantial computational cost of running
UMAP and HDBSCAN on the full dataset of over 5 million documents. Dur-
ing the topic assignment stage, the learned topic structure was applied to
the remaining 5,272,704 documents in batches of 50,000. Each batch was
assigned to the discovered topics without updating the model, ensuring
consistent topic definitions across the entire corpus.

After running the full BERTopic model using the two stages, we imple-
mented an additional step to address the outlier rate. In the first run, HDB-
SCAN assigned 71.1% of the documents to clusters, resulting in 228 topics,
and classified the remaining 1,565,160 documents (28.9%) as outliers (topic
–1), indicating that these documents did not fit well into any cluster. Rather
than applying BERTopic’s default outlier reduction methods—which reas-
sign outliers to existing topics—we conducted a secondmodeling run on
the outlier documents. This decision was motivated by our focus on topic
discovery rather than minimizing the outlier rate. Specifically, default out-
lier reduction does not allow for the identification of new topics, whereas
the relatively high initial outlier rate suggested that additional, potentially
meaningful structure had not been captured in the first pass. The second
run therefore treated the outlier pool as a separate corpus, allowing for the
identification of additional topics that were underrepresented in the initial
training stage. Using the same hyperparameters and sample size, this sec-
ond run identified 248 additional topics, resulting in a total of 476 topics.
After this procedure, the outlier rate was reduced to 10.7%. Inspection of the
remaining outliers indicated that they reflect a combination of generic or
cross-cutting hashtags, very short hashtag sequences that provide limited
co-occurrence signal, and niche or underrepresented content that could
not be reliably clustered.

Finally, to interpret the resulting 476 topic clusters as human-readable
topics, we used CountVectorizer to represent each cluster’s content as a
document-termmatrix. For each topic, we extracted its top five most rep-
resentative hashtags based on their class-based term frequency-inverse
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document frequency (c-TF-IDF) scores, which identify individual hashtags
that are both frequent within the topic itself, and distinctive to that topic
compared to others (Grootendorst, 2022). These top-five hashtags were then
used to generate interpretable topic labels.

Topic Labeling and Categorization

Topicswere refined and labeled by two authorswho independently reviewed
all 476 topics. First, we identified incoherent topic clusters, such as those
consisting largely of nonsensical hashtags or mixtures of semantically unre-
lated content. Cohen’s𝜅 was equal to .67, indicating substantial reliability
(Warrens, 2015). Next, we assigned labels to coherent topics based on their
representative hashtags and documents. The two coders generated labels
with identical meaning 81% of the time, while 16% had conceptually simi-
lar meanings (e.g., “ball sports” versus “basketball”) and 3% had different
meanings. The majority of discrepancies were resolved through discussion,
and four remaining discrepancies (0.8% of topics) were adjudicated by two
additional study authors. In total, 95 incoherent topics were removed (i.e.,
38 from the first model, 57 from the outlier model, encompassing 603,440
documents in total). Next, we examined the remaining 381 topics for re-
dundancy. Topics that reflected identical or highly similar content were
merged. For example, 12 topics representing characters from the manga
seriesMy Hero Academia were merged into one topic. In other instances,
topics representing the same topics in different languages (e.g., Dutch- and
English-language football hashtags) were combined into a single topic. This
process reduced the total number of distinct topics to 304 topics.

Finally, the refined set of 304 topics was organized into broader, concep-
tually related categories. We first tested an automated approach to organiz-
ing topics, drawing on BERTopic’s assessment of intertopic distance (i.e.,
similarity). However, BERTopic often incorrectly classified topics with high
string similarity but not semantic similarity as similar (e.g.,Harry Potter and
Harry Styles), while those with high semantic but not string similarity were
not classified as similar (e.g.,Harry Styles and One Direction). We therefore
opted to take amanual approach to organizing topics into categories. To this
end, two study authors iteratively and collaboratively grouped related topics
under higher-order categories (e.g., grouping hair, fashion, andmakeup
under a ‘Style and appearance’ category). This process resulted in 32 overar-
ching categories, each containing between one and 42 topics (M = 9.5, SD =
8.2).

Figure 1 displays the structure of categories, topics, and hashtags, show-

10 VOL. 8, NO. 4, 2026



COMPUTATIONAL COMMUNICATION RESEARCH

ing how the hashtags are clustered into topics, which, in turn, are clustered
into categories. Our topic modeling approach produced two levels of group-
ing. Level 1 reflects hashtags automatically assigned by BERTopic as repre-
senting the same topic (e.g., #catsoftiktok, #cat, and #kitten, all representing
the topic cats). Level 2 reflects our manual grouping of the topics within
broader categories (e.g., dogs, cats, and birds all represent the category ‘Ani-
mals’).

Figure 1: Structure of Categories, Topics, and Hashtags

Topic and Category Validation

Thefinal step of our computational pipeline involved validation of the topics
and categories. To quantitatively evaluate topic quality, we computed topic
coherence using the CV measure (Röder et al., 2015), which reflects how
interpretable topics are based on word co-occurrence patterns. As expected,
manually labeled topics showed higher coherence (n = 381,M = .79, SD = .18)
than topics identified as incoherent (n = 95,M = .45, SD = .18), t(474) = 16.49,
p < .001, d = 1.91, supporting our manual classification. We also assessed
topic diversity (the ratio of unique words to total words across all topic
representations) to measure lexical distinctiveness between topics (Dieng
et al., 2019). Unique hashtags accounted for 67.2% of all topic keywords,
indicating moderate differentiation between topics with some semantic
overlap, supporting the decision to manually create overarching categories
for similar topics.

As recommended by Bernhard et al. (2023), we also validated the coher-
ence and interpretability of our topics and categories through a structured
human validation procedure (Chang et al., 2009). We recruited human raters
from the research subjects pool at the authors’ university. Raters were re-
quired to be aged 16-30, have experience using TikTok, and understand
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English. A total of 107 eligible participants responded to the validation study.
One participant was removed from the sample for failing attention check
items, producing a final sample of 106 participants. These participants were
primarily women (90%, 10% men) and had a mean age of 20.3 (SD = 2.4,
range 17–30).

Because differentmethodologieswere used to generate topics (i.e., BERT-
generated level 1 grouping) and categories (i.e., researcher-generated level
2 grouping), we evaluated the coherence and interpretability of both in
the task. Due to the large number of topics generated at level 1 (304), we
randomly selected two topics from each category to include. For example,
we included the topics fish and insects from the ‘Animals’ category, while
the remaining topics (dogs, cats, etc.) were not included. For level 2, all 32
categories were included in the validation task.

First, we assessed internal and semantic validity; that is, whether repre-
sentative hashtags within each topic/category were perceived by humans as
forming a coherent set (Krippendorff, 2019). To this end, we used a “word in-
trusion” task (Chang et al., 2009; Ying et al., 2019). The left section of Figure 2
displays the process we used to generate the word intrusion tasks. Raters
were presented with four representative hashtags from each topic (level 1)
or category (level 2), along with a hashtag from another randomly selected
topic or category, respectively. Raters were asked to identify the hashtag that
did not match the other four.

Second, we assessed the accuracy of topic/category labels, meaning that
the researcher-assigned label adequately reflected the topic’s/category’s
most representative hashtags (Ying et al., 2019). We used an “optimal label”
task (Ying et al., 2019) in which we instructed participants to view five rep-
resentative hashtags from a topic (level 1) or category (level 2) and select
the correct label from five options. Four incorrect responses were randomly
selected from other topic/category names (see right section of Figure 2). We
adapted task instructions from similar tasks used by (Möller & Strycharz,
2025). To reduce burdens on participants and avoid learning effects, each
participant was randomly assigned to level 1 or level 2 for the word intrusion
task, and to level 1 or level 2 for the optimal label task, for a total of 62 to 64
tasks per participant.
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Figure 2: Procedure for Human Validation of Topics and Categories

Results

Validation of Topics and Categories

FollowingMöller and Strycharz’s (2025) approach to evaluating BERTopic
models, we considered an accuracy of at least 50% as evidence of validity.
At level 1 (BERTopic-generated topics), overall accuracy was 94% for word
intrusion tasks and 99% for optimal label tasks (see Appendix D). Only one
topic fell below the validity threshold on the word-intrusion task (farm-
ing, 40%), while all topics displayed adequate validity in the optimal label
task. Although this topic contained prototypical hashtags (#farmer, #cow,
#farm), it also included two highly obscure agricultural equipment hash-
tags (#masseyferguson, #1455). We therefore attribute the low accuracy to
raters’ unfamiliarity with these niche terms rather than to a lack of semantic
coherence, and we retained the topic.

At level 2 (researcher-generated categories), overall accuracywas 75% for
word intrusion tasks and 97% for optimal label tasks (see Appendix D). All
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categories met validity criteria on the optimal-label task. Three categories
fell below 50% on the word-intrusion task: ‘Holidays, seasonals, and events’
(38%), ‘Hobbies’ (8%), and ‘Education’ (2%)—but their performance on the
optimal-label task was strong (94–100% accuracy). Poor performance on
the word intrusion task was likely due to overlap between categories. For
example, the hashtag #football was randomly selected from the ‘Sports’
category as the incorrect response option for the ‘Hobbies’ category. The
conceptual overlap between sports and hobbies likely contributed to the
‘Hobbies’ category’s poor performance on the word intrusion task. Simi-
lar factors may explain the poor performance of the ‘Education’ category,
where the hashtag #work was randomly selected from the ‘Jobs’ category as
the incorrect response option. Finally, the ‘Holidays, seasonal, and events’
category contained the hashtag #2021 from theNew Year topic, which may
have confused participants when it appeared out of context (in 2025). Given
these explanations, and the categories’ excellent optimal-label performance,
we retained all categories. In sum, all 304 topics and all 32 categories were
considered coherent and interpretable and were therefore retained.

Distribution of Content Categories, Topics, and Hashtags

Table 1 presents an overview of all 32 categories in descending order of fre-
quency. Within each category, Table 1 presents the number of topics and
(a selection of) names of the topics (in descending order of frequency),
as well as representative hashtags from selected popular topics (see our
GitHub for all topics and hashtags). The five most popular categories were
‘Media productions’ (14% of all classified videos), ‘Sports’ (9%), ‘Style and
appearance’ (8%), ‘Hobbies’ (7%), and ‘Gaming’ (6%). The most frequently
encountered topics were TV shows and movies (e.g., #the100, #julieandthep-
hantoms, #charlidamelio), football (#football, #soccer, #futbol), fitness and
weight loss (#fitness, #weightloss, #workout), funny (#comedy, #skit, #funny),
and cooking (#food, #recipe, #cooking).
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Table 1: TikTok Content Categories, Ranked by Number of Videos, With Their Constituent Topics and Example Hashtags

Category
# of

Videos
# of

Topics
Topic Names Example Hashtags

1. Media productions 592,670 42 TV shows andmovies, Disney, Harry
Potter, Marvel, The Vampire Diaries,
Game of Thrones, animation, The
Hunger Games, Percy Jackson. . .

TV shows and movies: #the100,
#julieandthephantoms, #charlidamelio, #reign,
#teenwolf
Disney: #disney, #disneyprincess, #disneychannel,
#nickelodeon, #bambi

2. Sports 377,497 14 Football, fitness and weight loss,
basketball, gymnastics, ski and
snowboard, martial arts, swimming,
Formula 1, hockey, skateboarding. . .

Football: #football, #soccer, #futbol, #messi, #neymar
Fitness and weight loss: #fitness, #weightloss,
#workout, #gym, #caloriedeficit

3. Style and appearance 327,443 17 Fashion, hair, makeup, skincare, shoes,
nails, body modification, tattoos, goth,
thrifting. . .

Fashion: #fashion, #outfit, #style, #styletips,
#tiktokfashion
Hair: #hair, #hairstyle, #hairtutorial, #haircut,
#curlyhair

4. Hobbies 308,989 19 Cars, art, dance, motorcycles,
photography, anime cosplay, sewing,
furries, podcasts and radio, magic
tricks. . .

Cars: #cars, #jdm, #carsoftiktok, #f1, #mercedes
Art: #art, #drawing, #artist, #painting, #draw

5. Gaming 256,790 20 Gaming, Fortnite, FIFA/EA, Genshin
Impact, Minecraft, Danganronpa,
Roblox, Star Wars: Battlefront II, Rocket
League, Mystic Messenger, Animal
Crossing, Splatoon. . .

Gaming: #gaming, #gta5, #game, #twitch, #warzone
Fortnite: #fortnite, #fortniteclips, #fortniteskins,
#ogfortnite, #fortnitedance

Continued on following page
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Category
# of

Videos
# of

Topics
Topic Names Example Hashtags

6. Travel and places 208,408 18 Netherlands, travel, Asia, languages,
Commonwealth, Belgium, geography,
Europe, Africa, Scandinavia. . .

Netherlands: #nederland, #netherlands, #dutch,
#tiktoknederland, #amsterdam
Travel: #travel, #tiktoktravel, #vacation,
#travelbucketlist, #travellife

7. Holidays, seasonal, and
events

186,201 11 Halloween, Christmas, summer, gifts,
beach, weddings, Eurovision, New Year,
winter, celebrations and events. . .

Halloween: #halloween, #scary, #ghost, #horror,
#demon
Christmas: #christmas, #happyholidays, #gift,
#montclerbubbleup, #christmascountdown

8. Animals 175,033 11 Dogs, cats, horses, fish, animals, birds,
dinosaurs, snakes, hamsters, insects. . .

Dogs: #dog, #dogsoftiktok, #puppy, #petsoftiktok,
#goldenretriever
Cats: #catsoftiktok, #cats, #cat, #kitten, #catlover

9. Listening to music 172,535 19 Hip hop, Taylor Swift, One Direction,
Spotify and playlists, musical theatre,
music, rappers, Billie Eilish, sped up
music, Hatsune Miku. . .

Hip hop: #rap, #concert, #juicewrld, #drake,
#beyonce
Taylor Swift: #taylorswift, #swifttok, #erastour,
#swiftie, #taylorsversion

10. Comedy 134,645 4 Funny, memes, pranks, couples pranks Funny: #comedy, #skit, #funny, #comedyskit, #humor
Memes: #meme, #dankmemes, #dank, #ironic,
#funny

11. Food and drink 131,399 4 Cooking, alcohol, food, coffee Cooking: #food, #recipe, #cooking, #tiktokfood,
#baking
Alcohol: #horeca, #drink, #alcohol, #drinking,
#drinkinggame

Continued on following page
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Category
# of

Videos
# of

Topics
Topic Names Example Hashtags

12. K-pop 117,978 9 K-pop, Ateez, Stray Kidz, NCT, The Boyz,
Enhypen, Tomorrow x Together, Twice,
Gidle

K-pop: #bts, #kpop, #btsarmy, #jungkook, #blackpink
Ateez: #hongjoong, #ateez, #atiny, #ateezedit,
#p1harmony

13. Anime andmanga 111,350 13 My Hero Academia, anime, Naruto,
Avatar: The Last Airbender, Jujutsu
Kaisen, manhwa, Demon Slayer, Fairy
Tail, Attack on Titan, Blue Lock. . .

My Hero Academia: #myheroacademia,
#bokunoheroacademia, #bnha, #mha,
#myheroacademiacosplay
Anime: #haikyuu, #anime, #weeb, #otaku, #kuroo

14. Education 99,141 7 School, education, facts, driving lessons,
history, studying, science

School: #school, #teacher, #student,
#teachersoftiktok, #teacherlife
Education: #tiktokpartner, #learnontiktok, #science,
#joshosays, #physics

15. Jobs 90,448 11 Small businesses, military, farming,
trucking, police, work, construction,
plumbing, fashion modeling, fire and
rescue. . .

Small businesses: #smallbusiness, #jewelry, #earrings,
#retail, #businesscheck
Military: #military, #airforce, #army, #navy, #aviation

16. Family 87,124 4 Parenting, pregnancy, siblings, twins Parenting: #momsoftiktok, #momlife, #mom,
#babiesoftiktok, #dad
Pregnancy: #pregnant, #pregnancy,
#pregnancyannouncement, #babyoverby,
#genderreveal

17. Romantic relationships 85,883 4 Couples, dating, heartbreak, love Couples: #couplegoals, #boyfriend, #couple,
#relationship, #marriedlife
Dating: #crush, #datingadvice, #flirting, #advice,
#dating

Continued on following page
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Category
# of

Videos
# of

Topics
Topic Names Example Hashtags

18. Celebrities and
influencers

80,458 9 Bugha, Bankzitters, TomHolland and
Zendaya, Justin Bieber, Twitch streamers,
Sam and Colby, Sturniolo triplets,
Cristiano Ronaldo, Sidemen

Bugha: #viralvideo, #bugha, #viral, #bughaclips,
#fortnitememes
Bankzitters: #bankzitters, #matthy, #robbie,
#mattyashetlam, #milo

19. Reading 79,652 4 Books, dark romance, poetry, fanfiction Books: #booktok, #books, #bookworm, #bookish,
#throneofglass
Dark romance: #angstyromance, #enemiestolovers,
#darkromance, #bullyromance, #spicybooktok

20. TikTok video types 78,865 9 Storytime, challenges, vlogs, acting,
Reddit stories, voice effects, CapCut
video editing, street interviews, tutorials

Storytime: #storytime, #story, #prettycool,
#embarassyourself, #prettylittleliars
Challenges: #trianglechallenge, #reverse,
#mirrorchallenge, #inverted, #stayathomechallenge

21. Playing and producing
music

76,685 7 Singing, music production, EDM, guitar,
piano, drums, violin

Singing: #singing, #sing, #singer, #singingchallenge,
#originalsong
Music production: #musical, #music, #midiart,
#studio, #musiclives

22. Mental health 76,385 12 Mental health, autism, sadness,
Tourette’s, sad quotes, grief, eating
disorder recovery, body positivity,
trauma. . .

Mental health: #mentalhealthmatters,
#mentalhealth, #anxiety, #mentalhealthawareness,
#depression
Autism: #autism, #autismawareness,
#actuallyautistic, #autismtiktok, #asd

Continued on following page
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Category
# of

Videos
# of

Topics
Topic Names Example Hashtags

23. Religion and spirituality 58,160 4 Witchcraft, Arab andMuslim,
Christianity, astrology

Witchcraft: #witchtok, #witchcraft, #witch,
#babywitches, #spirituality
Arab andMuslim: #arab, #muslim, #okmomma,
#lebanon, #muslimtiktok

24. Friendship 41,328 2 Best friends, girls Friends: #bestfriend, #bff, #friends, #bestfriendcheck,
#bffgoals
Girls: #girls, #meangirls, #girlsnight,
#girlsjustwannahavefun, #tiktokgirls

25. LGBTQ+ 40,704 1 LGBTQ+ #lgbt, #lesbian, #gay, #trans, #lesbiancouple
26. Advice 38,230 5 Motivational, making money, life hacks,

wealth, advice
Motivational: #motivation, #mindset, #inspiration,
#success, #discipline
Making money: #sidehustle, #money,
#makemoneyonline, #moneytok, #finance

27. Companies and
products

31,025 4 Instagram, iPhone, Amazon, Snapchat Instagram: #instagram, #instagramstories,
#instagramhack, #instagramtips, #instastory
iPhone: #iphone, #phonetricks, #ios14, #apple,
#iphonehack

28. Emotional and
reflective content

30,110 6 ASMR, memories, positivity, vibes,
quotes, generations

ASMR: #asmr, #asmrsounds, #satisfying, #asmrvideo,
#satisfyingvideo
Memories: #memories, #nostalgia, #childhood,
#childhoodmemories, #shows

Continued on following page
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Topic Names Example Hashtags

29. Homemaking 23,086 2 Interior design, cleaning Interior design: #roomtour, #bedroom,
#roommakeover, #interiordesign, #roomdecor
Cleaning: #cleaning, #bathroom, #clean,
#bathroomorganization, #organize

30. Physical health 19,953 6 Sleep, chiropractor, teeth, chronic illness,
disability, cancer

Sleep: #sleep, #morningcheer, #gsp, #sleepwalking,
#goodnight
Chiropractor: #chiropractor, #backcrack, #period,
#acupuncture, #neckpain

31. Politics and social issues 16,573 4 Feminism, Black Lives Matter, 2024 US
election, sustainability

Feminism: #feminism, #women, #womensrights,
#feminineenergy, #genderreveal
Black Lives Matter: #blacklivesmatter, #blm, #protest,
#georgefloyd, #blackvoicesheard

32. COVID-19 5,228 2 COVID-19, quarantine COVID-19: #coronavirus, #corona, #covid,
#quarantine, #coronatime
Quarantine: #quarantine, #stayathomemom,
#boredathome, #quarantineinhome, #covid
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Popularity of Content Categories Over Time

To examine the popularity of content categories over time, we focused on
the temporal window shared by most participants (December 2021–October
2024). For each month in this window, we calculated the proportion of
videos belonging to each category. Figure 3 presents the five most popular
categories (by number of views) during each month between December
2021 and October 2024 (see Appendix E for all categories). Except for three
months, ‘Media productions’ was consistently the most popular category
throughout the study period. ‘Anime andmanga,’ ‘LGBTQ+,’ ‘Sports,’ and
‘Mental health’ became less popular over the course of the study, while
‘Listening tomusic’, ‘Friendship’, ‘Celebrities and influencers’, and ‘Romantic
relationships’ increased in popularity. Finally, the ‘Holidays, seasonal, and
events’ category showed expected cyclical peaks in December each year.

Figure 3: Monthly Proportional Popularity of Content Categories

Variation in Content Consumption Across Adolescents

For each of the 102 adolescents, we calculated the proportion of their videos
falling into each category. This revealed substantial heterogeneity in content
diets. Only ‘Media productions’ and ‘Sports’ appeared in all participants’
feeds. Even for widely consumed categories (e.g., ‘Style and appearance,’
8% of videos for the average participant), some users consumedmuchmore
than others (ranging from0% to 43%of participants’ feeds). Participants also
varied substantially in which specific topics within categories were reflected
within their feed. For example, while the category ‘Media productions’ was
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prevalent within all users’ media diets, individuals’ viewing patterns often
centered on a particular show, movie, or franchise (e.g., for one participant,
84% of videos from the ‘Media productions’ category were related to Percy
Jackson). Finally, niche content categories, while making up a small propor-
tion of most users’ feeds, were nevertheless highly prevalent in some users’
feeds. For example, the ‘K-pop’ category made up 3% of the average user’s
feed, but one user’s feed consisted of 58% K-pop videos.

Profiles of Content Consumption

To identify groups of users with similar content diets, we conducted latent
profile analysis (LPA) on the 24 categories that appeared in at least one par-
ticipant’s top five categories. We selected the model and number of profiles
based on the Bayesian Information Criterion and Integrated Complete-
Data Likelihood criterion. The best-fitting model contained six profiles.
Appendix F contains content category distributions and demographic char-
acteristics of each profile.

First, average viewers (n = 17) consumed most categories of videos at
near-average levels, with slightly higher levels of ‘Travel and places’ videos.
Second, lifestyle-oriented viewers (n = 35), the largest group of participants,
consumed higher levels of ‘Style and appearance’ and ‘Romantic relation-
ships’ content. Third, entertainment and LGBTQ+ content viewers (n = 11)
consumed high levels of ‘Media productions’, ‘Animals’, and ‘LGBTQ+’ con-
tent. Fourth, Asian pop culture viewers (n = 6) consumed very high levels
of ‘K-pop’ and ‘Anime and manga’ content. The other two profiles both
reflected high levels of gaming content consumption. Hobbies and gaming
viewers (n = 23) consumed higher levels of ‘Hobbies’ and ‘Gaming’ content.
When examining specific topics within the gaming category, these users
displayed similar viewing patterns to the sample as a whole. Meanwhile,
sports and gaming viewers (n = 10) consumed very high levels of ‘Sports’ con-
tent and high levels of ‘Gaming’ content. Within this profile, sports-related
games (e.g., FIFA/EA,NBA 2K ) were disproportionately popular.

We next tested whether these profiles differed in their gender and age
compositions, as well as their overall level of TikTok consumption (i.e., num-
ber of videos viewed). We compared boys and girls, as the number of non-
binary participants (n = 3) was too small to include (yet, visual inspection
revealed that two of the three non-binary participants belonged to the enter-
tainment and LGBTQ+ profile). Profiles varied significantly in their gender
composition, 𝜒2(5) = 61.26, p < .001. Boys (29% of the sample) were sub-
stantially overrepresented in the sports and gaming (100%) and hobbies and
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gaming (70%) profiles, while girls (68% of the sample) were overrepresented
in the average (100%) and lifestyle-oriented (94%) profiles. Neither partici-
pant age, F (5, 96) = 2.06, p = .89, nor overall TikTok consumption, F (5, 96) =
0.23, p = .95, varied significantly across profiles.

Discussion
This study developed and tested a scalable computational pipeline for ex-
amining short-form video feeds using user-donated TikTok archives and
hashtag-based topic modeling. Starting from nearly ten million logged
videos watched by 102 adolescents, we were able to retrieve metadata for
7,054,736 videos, of which 5,601,392 contained at least one valid hashtag.
Following the removal of meta-referencing For You Page hashtags, 5,332,704
videos consisting of 1,660,232 unique tags entered the BERTopic pipeline.
Two iterative modeling runs, combined with human review, yielded 304
coherent topics grouped into 32 higher-order categories, which were then
used to describe the overall landscape of adolescents’ TikTok content and
identify profiles of TikTok consumption based on 5,259,888 videos from a
common time window (December 2021–October 2024).

What’s on Adolescents’ For You Page?

At the aggregate level, adolescents’ TikTok use is dominated by entertain-
ment and leisure-oriented content, with the most frequently viewed catego-
ries including ‘Media productions,’ ‘Sports,’ ‘Hobbies,’ ‘Gaming,’ and ‘Travel
and places.’ This pattern aligns with recent work by Steel et al. (2026), who
conducted an exploratory topic modeling analysis of a large-scale, global
snapshot of TikTok content collected within a single day, similarly identi-
fying everyday activities and entertainment as the most prevalent themes.
This convergence suggests that these content categories reflect broader
platform-wide patterns. Our findings further indicate that content areas
often central to public and scholarly debate, includingmental health (Conte
et al., 2025), drugs and alcohol (Clement et al., 2025), and politics and social
issues (Medina Serrano et al., 2020) appeared relatively infrequently in ado-
lescents’ feeds. The highest-ranked topics in these areas held only modest
positions within the 304-topic taxonomy (mental health, #37; alcohol, #92;
feminism, #114).

One notable exception was appearance-focused content, which ranked
among both the most popular categories (e.g., ‘Style and appearance’) and
the most popular topics (e.g., fitness and weight loss). Furthermore, the
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largest user profile (34% of participants, including nearly half of all girls) was
characterized by elevated exposure to appearance-related videos. Given evi-
dence that appearance-focused content can undermine body satisfaction,
self-esteem, and well-being—especially during adolescence, a sensitive
period for body image development (Conte et al., 2025)—its prevalence
warrants attention.

In addition to these general trends, our analysis revealed substantial
heterogeneity in adolescents’ TikTok diets. Many categories that appeared
niche in the aggregate were highly salient for particular adolescents. The
latent profile analysis further highlighted this diversity, identifying highly
specialized profiles centered on gaming, hobbies, or Asian pop culture.
These profiles also showed marked gendered patterns, with boys overrepre-
sented in sports and gaming-oriented profiles and girls overrepresented in
appearance- and relationships-heavy profiles. Together, these findings align
with conceptualizations of TikTok as a high-choice, densely populated, and
heterogeneousmedia environment (Bhandari & Bimo, 2022; Jain et al., 2025).
The observed heterogeneity in media diets is particularly notable given that
participation in data donation studies may be selective and could under-
represent more sensitive content and user trajectories. Additional research
aiming to improve participation in data donation studies and capture these
underrepresented trajectories (Xiong et al., 2025) would complement and
extend our findings.

MethodologicalContributions toShort-FormVideoResearch

Beyond these substantive insights, the study makes several methodological
contributions to computational research on short-form video platforms.
First, we demonstrate that hashtag metadata, when carefully preprocessed
and validated, can serve as a scalable proxy for topical themes in large TikTok
corpora. Working solely with logs and metadata, rather than video files,
allowed us to analyze millions of videos without the storage, privacy, and
computational burdens associated with full audiovisual content (Golann
et al., 2026; Schwemmer et al., 2023). This approach can be reproduced by
other teams with limited infrastructure, and it is compatible with emerging
data donation infrastructures.

Second, we extend computational work on short videos by systematizing
a hashtag-based topic modeling workflow. Whereas prior studies have typi-
cally used a small set of hashtags to retrieve issue-specific videos (Lee et al.,
2025; Minadeo & Pope, 2022), we treat hashtags as analytical units in their
own right. This distinction matters because hashtags referring to the same
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content areaoften appear indiverse linguistic formsdue to creative spellings,
abbreviations, multilingual variants, and platform-specific vernacular. Rely-
ing on a small set of researcher-selected tags therefore risksmissing substan-
tial portions of relevant content. Our approach addresses these challenges
through preprocessing steps that correct irregular hashtag constructions,
combine hashtag variants, and removemeta-referencing tags. Coupledwith
BERTopic, this workflow yields a high-level, scalable content taxonomy and
demonstrates how transformer-based topic modeling—typically applied
to natural-language sentences (Grootendorst, 2022)—can be adapted to
unordered sets of short, stylized tokens such as hashtags.

Third, the study contributes to ongoing debates about the coherence
and interpretability of topic models applied to short social media data (e.g.,
TikTok hashtags). Rather than treating BERTopic output as inherently mean-
ingful, we implemented a structured human validation procedure at two lev-
els (topics and categories), using word intrusion and optimal-label tasks (cf.
Möller&Strycharz, 2025), providing rare empirical support for the coherence
and interpretability of topic model output in a social media context. Accu-
racy rates were very high for both internal coherence and label validity, and
the few problematic cases could be explained substantively (e.g., obscure
domain-specific hashtags). We recommend that future research (including
research using other social media platforms or modeling approaches) use
similar human validation procedures to avoid overinterpreting topic model
output (i.e., “reading tea leaves” by perceiving representative hashtags as
more coherent or interpretable than they are; Chang et al., 2009).

Fourth, by linking topic categories back to individual users’ feeds and
applying latent profile analysis, we show how computational content analy-
sis can be integrated with person-centered approaches tomedia use. Rather
than treating TikTok exposure as a single, uniform variable, our approach
produces interpretable, multi-dimensional content profiles that can be used
to examine associations with well-being, identity development, or other
outcomes. We also demonstrate how the temporal structure of short-form
video data can be leveraged to track how exposure to specific categories
rises, declines, or spikes around events (e.g., holidays), and howmedia di-
ets evolve over time. Future work could further refine such mappings by
incorporating more fine-grained indicators of exposure, such as whether
videos were fully watched, skipped, or repeatedly viewed, thereby capturing
not only what content was presented but also the extent to which it was
engaged with. As such, our study provides a blueprint for future work on
the temporal and person-specific dynamics of social media use.
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Methodological Considerations and Directions for Future
Research

While this study demonstrates that large-scale, metadata-based analyses
of short-form video feeds are both feasible and informative, several meth-
odological considerations warrant attention in future work. One consider-
ation concerns applying BERTopic to documents composed of unordered
hashtags, which operate as loose topical labels rather than coherent sen-
tences—the typeof input BERTopic and its underlying sentence-transformer
models are trained on. In our implementation, each video was assigned
to a single dominant topic. While this simplifies interpretation, it may not
fully capture the multi-thematic nature of short-form videos, which often
span multiple topics simultaneously. Importantly, BERTopic does allow for
probabilistic topic distributions that can reflect multi-topic membership
(Burkhardt & Kramer, 2019). However, we opted not to use these probabili-
ties due to the substantial additional computational complexity involved
at this scale, as well as the challenges they introduce for interpretation and
downstream analyses.

Second, the reliance on hashtags as indicators of content introduces
content-specific blind spots. While many content domains on TikTok are
explicitly and richly tagged, other domains—particularly sensitive, stigma-
tized, or potentially harmful content—may intentionally avoid explicit la-
beling. This includes, for example, pro-eating-disorder material employing
euphemisms (e.g., “Ed Sheeran” being used to label eating disorder—or
ED—content), manosphere content using coded terminology, and politi-
cal or humorous content that relies on irony or context rather than topical
tags. These practices likely lead to an underestimation of such domains in
hashtag-based topic modeling. For researchers specifically interested in
these areas, our approach can provide a useful preselection of potentially
relevant material at scale but will require supplementary steps such as ex-
amining the associated videos, analyzing creator profiles and their networks,
or layering multimodal analysis atop the metadata-based approach.

A third consideration involves linguistic diversity. Large-scale TikTok
datasets inevitably contain hashtags in multiple languages and scripts. In
our case, most hashtags were in Dutch or English, but some appeared in
languages we did not speak, including Arabic and several East Asian scripts.
Notably, BERTopic did not systematically classify these non-Latin hashtags
as outliers. Instead, they tended to cluster into semantically adjacent catego-
ries—for example, Arabic-script tags often appeared in the Arab andMuslim
topic, while Chinese, Japanese, andKorean tags clustered in K-pop or anime-
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related topics. This suggests that BERTopic can capture broad cross-script
associations. At the same time, some degree of cross-lingual drift is likely,
with embeddings grouping hashtags based on contextual co-occurrence
rather than precise semantic meaning. Future work could incorporate lan-
guage identification or multilingual embedding models to improve topic
coherence for less frequently present languages.

A fourth consideration concerns the size of the outlier and incoherent
topic-segments: roughly one fifth of the corpus ultimately fell into either
outliers or incoherent clusters. Several factors likely contributed to this.
First, sparse or highly idiosyncratic hashtagging—common in short-form
video culture—can weaken the semantic signal needed for stable clustering.
Second, low-frequency platform-functional tags (e.g., #duet, #greenscreen)
thatwerenot fully removedduringpreprocessing introducednoise and likely
inflated the number of incoherent clusters. Third, our labeling approach,
which relied on only the top five most representative hashtags per topic,
may have further contributed to incoherence. Finally, our aim of creating
a high-level mapping of TikTok content meant that videos about highly
niche topics (e.g., medieval goth subculture) were labeled as incoherent or
outliers. This reflects a purposeful effort to include only topics that were at
least somewhat prevalent within users’ feeds, which is likely appropriate
for most research contexts. However, researchers aiming to create a more
granular mapping could adapt our approach to suit these goals (also see
Steel et al., 2026, for an example).

A final methodological consideration concerns the correspondence be-
tween hashtags and the underlying video content. Although hashtags are
platform-native markers of topical relevance, creators do not always use
them consistently or transparently. Prior work shows that near-identical
videosmay carry entirely different hashtags, while identical hashtags can ap-
pear on videos with little semantic overlap (Masood et al., 2025). In addition,
relying solely on hashtags limits the granularity with which visual, auditory,
or stylistic aspects of videos can be inferred. This does not undermine the
value of our approach; rather, it clarifies its scope. Hashtag-based topic
modeling is best understood as a high-level structural map of the content
landscape—one that future work can augment with more detailed multimo-
dal analyses where finer distinctions are required. For example, research on
aparticular topic of interest (e.g.,mental health content, appearance-related
content) might use hashtag-based topic modeling as a signpost pointing
towards content that may relate to that topic. More intense multimodal
analyses can then be conducted on a small subset of the overall dataset (i.e.,
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videos flagged using hashtag-based topic modeling), which improves the
efficiency and feasibility of identifying content of interest within a very large
dataset.

Multimodal analyses can also support further validation of efficient, low-
barrier methods of classifying short-video content into topical categories.
For example, future research could assess the external validity of hashtag-
based topic modeling by assessing whether humans perceive video content
as in alignment with the categories assigned by these models (e.g., whether
a video with hashtags #football and #soccer is actually about football, or
another topic; see Chang et al. (2009) for an example of this approach ap-
plied to text documents). Such work could provide helpful insights into the
minimum amount of processing needed to accurately classify short-video
content, which would be particularly useful for researchers without access
to the computational resources needed to analyze full audiovisual content.
In short, our approach presents an efficient “entry-point” approach to clas-
sifying short-video content that can be conducted with minimal resources.
This low-barrier approach can be expanded and refined in contexts where
greater granularity or accuracy in classifying video content is needed, and
where more computational resources are available.

Conclusion

This study shows how metadata-based analyses can offer a scalable en-
try point into the short-video ecosystem. Positioned between resource-
intensive multimodal pipelines and narrowly focused manual coding, our
approach demonstrates that researchers do not always need full audiovi-
sual data to map what circulates in short-video feeds. While hashtag-based
topic modeling is admittedly a coarse-grained approximation of content,
it provides an efficient and ethically less intrusive way to chart the broad
topical structure of millions of videos and to link those topics back to indi-
vidual users’ media diets. Such structural mappings can in turn guide more
targeted follow-up work—for example, multimodal analyses of specific con-
tent areas, examinations of creator communities, or studies of exposure
dynamics—allowing intensive analytic resources to be deployed where they
matter most.
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Appendix A Deleted Videos

Figure A1: Proportion of Deleted, Privated, and Removed Watched Videos Over Time
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Appendix B List of All ExcludedMeta-Referencing
Hashtags

4up 4upage 4you 4yp Foryou Fyp Tiktok VIRAL b00st blowthisup
blowthisupforme blowthisuptiktok blowthisupplease blowup comment
dontflop dontletthisflop fds featureme featurethis featureus follow
follow4follow followforfollowback followformore followformorevideo
followme foru forupage foryapage foryou foryouforuou foryouforyoupage
foryoupage foryoupage foryoupageforyouviralforyou foryoupage_tik_tok
foryoupageeeee foryoupageeeeeeeeeee
foryoupageeeeeeeeeeeeeeeeeeeeeeeeeeeee foryoupageofficiall
foryoupageviral foryoupagethis foryouuuu foryouuuuuuuu
foryouuuuuuuuuuuuu foryouuuuuuuuuuuuuuuuuuuuuuuuuu foryoutiktok
foryourpage foryourpagechallenge fouryou fouryoupage fu fup furdich
fürdich fürdichpage frdich frdichpage fffffffyyyyyyypppppp ffffyyyypppp
ffyyypppppp fyp fyp fypdoesntwork fypdongggggggg fypforyou fypforyoupage
fypfypfyp fypfypfypfypfypfypfypfypfypfypfyp fypofficial fyppls fyp
fypforyoupage fypviral fypviraltiktok fypviraltiktokmyvideo
fypviralvideo fypviralvideoforyou fypthis fypviral fypviralvideo fypage
fypageeeee fypdontworkbutidoitanyways getmefamous getmeontheforyoupage
getthisonthefyp getthisviral goviral goviralpls hashtag laatmeviralgaan
likeforlikes likespam likethis likethisvideo letsgoviral makeitviral
makeusfamous makemefamous makemetiktokfamous notfyp noticeme onyourfyp
pageforyou pagefouryoutiktok paratiiiiiiiiiiiiiiiiiiiiiiiiiiiiiii
pleasefollow plsdontflop plsblowup plsfyp plslike plsviral pourtoi
repost share tiktok tiktokalgorithm tiktokchallenge
tiktokdontletthisflop tiktokers tiktokfamous tiktokforyou tiktokfyp
tiktoktrend tiktokvideo tiktokviral tiktokviralvideo trend trending
trendingtiktok trendingvideo verifyme viraal viraalgaanisookgaan viral
viraledit viralfyp virall viralllllll virallllllllllllll viraltik
viraltiktok viraltiktok2022 viraltiktokvideo viralreels viralvideotiktok
volg voorjou voorjoupagina voorjoupaginaforyou voorjouwpage voorjullie
vjp xyz xyzabc xyzbca xyzbcafyp xybca xycbaa xyzcba xyzvba xbyzca xcyzba
xzyabc xzybcafyp yourpage zxycba zycbca zyxcba fyfyfyfy fyfyfyfyfyfy
fyfyfyfyfyfyfyfyfyfyfyfyfyfyfyfyfyfy fyfyfyfyfyfyfyfyf fypp fyppp
fyppppp fypppppppp fypppppppppppppp fyppppppppppppppppppppppp
fyppppppppppppppppppppppppppppppppppp
fypppppppppppppppppppppppppppppppppppppppppppppppppppppppppppppppppppp
fypppppooooppppppppppppp fy fyyyy fyyyyyppppp fyyyyyy fyyyyyyppppppppp
fyyyyyyyyyy fyyyyyyyyyyppppp fyyyyyyyyyyyyyyppppppppppp
fyyyyyyyyyyyyyyyy fyyyyyyyyyyyyyyyyyyyyyyyyyyyyyyyyyy fyy
fyfufyfyfyfyfyfyfyfyfyfyfy

Note. Emoji and non-Latin Unicode characters (e.g., Japanese katakana, heart symbols) have
been omitted for typesetting compatibility.

VAN DER WAL ET AL. 35



ANALYZING ADOLESCENTS’ TIKTOK ARCHIVES

Appendix C Embedding Model Evaluation

Table C1: Evaluation of Sentence Transformer Models

Model Source
# of

Topics
Silhouette
Score

Topic
Diversity

Time (s)

all-MiniLM-L12-v2 Hugging Face 787 .011 0.926 63.89

all-MiniLM-L6-v2 Hugging Face 812 .009 0.920 79.89

all-mpnet-base-v2 SBERT Docs 728 .002 0.917 105.37

bge-small-en-v1.5 BAAI 739 -.004 0.925 62.57

bge-base-en-v1.5 BAAI 692 -.004 0.919 93.17

e5-base-v2 Intfloat 740 .008 0.913 95.14

e5-small-v2 Intfloat 720 .004 0.917 62.99

paraphrase-MiniLM-L6-
v2

Hugging Face 788 -.008 0.923 60.07

paraphrase-multilingual-
MiniLM-L12-v2

Hugging Face 761 -.043 0.903 63.48

Note. GPU device used for creating embeddings: NVIDIA GeForce RTX 3070
Ti. Topic diversity = unique words in top-𝑘 per topic / (𝑘 ×𝑇 ). Higher values
indicate greater lexical distinctiveness between topics.
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Appendix D Validation Results

Table D1: Validation Results

Categories and Topics
Word

Intrusion
Optimal
Label

Topic level overall 94% 99%

Category level overall 75% 97%

Media franchises 83% 94%

Karate Kid 92% —

Miraculous Ladybug — 96%

Sports 83% 100%

Skateboarding 100% —

Ice skating — 100%

Style and appearance 83% 100%

Skincare 100% —

Makeup — 100%

Hobbies 8% 94%

Podcasts and radio 100% —

3D printing — 100%

Gaming 77% 100%

Clash Royale 92% —

FIFA/EA — 98%

Geography 72% 100%

Africa 96% —

Geography — 100%

Holidays, seasonal, and events 38% 100%

Prom 98% —

New Year — 98%

Animals 79% 100%

Insects 98% —

Fish — 100%

Continued on following page
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Categories and Topics
Word

Intrusion
Optimal
Label

Listening to music 57% 98%

Retro music 100% —

Playlists — 98%

Comedy 94% 100%

Funny 98% —

Memes — 100%

Food and drinks 100% 100%

Coffee 98% —

Alcohol — 100%

K-pop 75% 96%

K-pop 98% —

NCT — 100%

Anime andmanga 96% 91%

Manhwa 92% —

Avatar: The Last Airbender — 98%

Education 2% 100%

History 96% —

School — 100%

Jobs 62% 94%

Farming 40% —

Construction — 96%

Family 100% 100%

Twins 100% —

Parenting — 98%

Romantic relationships 87% 98%

Love 98% —

Dating — 100%

Celebrities and influencers 60% 100%

Bugha 91% —

Justin Bieber — 98%

Continued on following page
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Categories and Topics
Word

Intrusion
Optimal
Label

Reading 89% 94%

Dark romance 96% —

Books — 100%

TikTok video types 60% 98%

Public interviews 96% —

Challenges — 98%

Playing and producing music 100% 100%

Singing 100% —

Guitar — 98%

Mental health 83% 89%

Tourette’s 66% —

Self love — 98%

Religion and spirituality 79% 100%

Arab andMuslim 70% —

Astrology — 98%

Friendship 98% 100%

Girls 98% —

Best friends — 98%

LGBTQ+ 100% 100%

Advice 51% 94%

Making money 96% —

Tips — 94%

Companies and products 92% 96%

Snapchat 100% —

Amazon — 98%

Emotional and reflective content — 96%

ASMR 100% —

Quotes — 100%

Continued on following page
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Categories and Topics
Word

Intrusion
Optimal
Label

Homemaking 94% 96%

Interior design 98% —

Cleaning — 98%

Physical health 81% 96%

Disability 100% —

Sleep — 98%

Politics and social issues 68% 100%

Black Lives Matter 87% —

2024 US election — 98%

COVID-19 91% 100%

Quarantine 100% —

COVID-19 — 98%

Note.Word intrusion scores reflect the proportion of correct intruder identi-
fications per category. Optimal label scores reflect agreement between the
assigned label and human raters. Dashes (—) indicate the metric was not
applicable at that level.
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Appendix E Content Category Popularity

Table E1: Mean Ranks Over Time for All Content Categories

Category Mean Rank (SD) Slope

Media productions 1.31 (1.37)

Style and appearance 3.31 (1.21) −.07
Sports 3.91 (2.99) .18

Hobbies 4.24 (1.39)

Gaming 4.37 (2.12)

Travel and places 5.69 (1.49) −.09
Holidays, seasonal, and events 7.49 (2.05)

Animals 7.91 (1.16)

Food and drinks 9.51 (2.31)

Comedy 9.51 (1.07)

Listening to music 11.44 (3.89) −.28
Education 12.15 (1.74)

Family 14.09 (3.06)

Anime andmanga 15.44 (3.82) .30

Jobs 15.86 (2.99)

TikTok video types 16.34 (2.01)

Romantic relationships 16.49 (2.31) −.14
K-Pop 17.71 (4.76)

Playing and producing music 18.69 (2.72)

Mental health 18.97 (2.75) .17

Celebrities and influencers 19.26 (3.16) −.25
Reading 19.82 (3.20)

Religion and spirituality 23.65 (1.18)

Friendship 23.66 (3.87) −.27
Advice 25.14 (3.64)

LGBTQ+ 25.85 (3.10) .27

Emotional and reflective content 26.56 (1.21)

Companies and products 26.59 (1.62) −.11
Physical health 28.97 (2.64)

Homemaking 29.06 (2.01)

Politics and social issues 30.68 (0.98)

COVID-19 31.91 (0.38)
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Note. Slopes show the trend for each category’s popularity over time and
were tested for significance using Bonferroni-adjusted 𝑡 -tests. Only values
that achieved significance are shown. Because lower rank values indicate
higher popularity, positive slope values mean a category became less pop-
ular over time.
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Appendix F LPA Results

Table F1: Latent Profiles

Average
𝑛 = 17

Lifestyle
𝑛 = 35

Enter. &
LGBTQ
𝑛 = 11

Asian pop
culture
𝑛 = 6

Hobbies &
gaming
𝑛 = 23

Sports &
gaming
𝑛 = 10

Content Category
Media productions 13% 9% 20% 7% 9% 9%
Sports 7% 6% 3% 4% 8% 25%
Style & appearance 9% 12% 9% 5% 5% 5%
Hobbies 5% 6% 7% 5% 14% 4%
Gaming 4% 5% 5% 5% 11% 12%
Travel & places 11% 7% 4% 6% 6% 7%
Holidays, seasonal, & events 5% 6% 4% 4% 5% 4%
Animals 3% 4% 8% 3% 5% 2%
Listening to music 6% 3% 3% 4% 2% 2%
Comedy 4% 4% 3% 2% 5% 5%
Food & drinks 4% 5% 2% 2% 4% 4%
K-pop 1% 1% 1% 28% 1% 2%
Anime &manga 1% 1% 2% 10% 2% 1%
Education 4% 4% 2% 1% 3% 2%
Jobs 2% 2% 1% 1% 3% 1%

Continued on following page
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Average
𝑛 = 17

Lifestyle
𝑛 = 35

Enter. &
LGBTQ
𝑛 = 11

Asian pop
culture
𝑛 = 6

Hobbies &
gaming
𝑛 = 23

Sports &
gaming
𝑛 = 10

Family 3% 4% 2% 1% 1% 1%
Romantic relationships 2% 4% 1% 1% 2% 1%
Celebrities & influencers 3% 2% 1% 1% 2% 3%
Reading 2% 1% 1% 1% 1% 0%
TikTok video types 2% 2% 2% 1% 2% 2%
Playing & producing music 2% 3% 4% 1% 2% 1%
Mental health 2% 2% 3% 1% 1% 1%
Religion & spirituality 1% 1% 1% 1% 1% 2%
LGBTQ+ 1% 1% 4% 1% 1% 0%

Gender
Girls 100% 94% 73% 83% 26% 0%
Boys 0% 6% 9% 17% 70% 100%
Non-binary 0% 0% 18% 0% 4% 0%

Age:𝑀 (𝑆𝐷) 17.65 (1.24) 17.57 (1.06) 17.25 (2.06) 17.57 (1.11) 17.43 (1.11) 17.23 (1.22)

Videos watched
(thousands):𝑀 (𝑆𝐷)

251 (231) 248 (188) 218 (222) 181 (154) 217 (182) 210 (165)

Note. Percentages for content categories reflect the percentage of all classified videos (i.e., excluding videos without hashtags
and videos not assigned a topic). Age calculated as of May 2024. The categories Friendship, Advice, Companies and products,
Emotional and reflective content,Homemaking, Physical health, Politics and social issues, and COVID-19 were present in the
data but omitted from this table as no profile showed higher-than-average consumption for these categories.
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